CS 57800 — Statistical Machine Learning

Lecture 2.5 Latent Variables Learning (Il)
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Latent Variable Models
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Latent variables
Z

f(x;z)

E=) Generator | ==

v

Observing x, how to learn z?




Outline

- Matrix Completion

« Method of Moments
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Two Canonical Examples

« Mixture of Gaussians

- Each point is generated by an (unknown) cluster

- Topic models

“bag of words” model for documents 2|

- documents have one (or more) topics p
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6 Component 2 *,
- L

Component 3

What is the statistical efficiency of the estimator we find?

Heuristics: k-means, expectation—maximization (EM), ...




Two Canonical Examples

(spherical) Mixture of Gaussians

k means: uy, ..., u, € R?

- Sample cluster i € [k] with probability w;

- Observe x, with spherical noise,

x=p+n  n~nN001)

- Dataset: multiple points
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How to learn the parameters u., ...

(single) Topic Model
-k topics: uq, ..., Uy
- Sample topic i € [k] with probability w;

- Observe m (exchangeable) words

X1, X2, s Xm ~iid. Hi

- Dataset: multiple m-word documents

, Uy, Wi, ..., W (and ¢{)?



Detour: Topic Model

A concrete example

bag-of-words

Documents with explicit topics
e.g., newspaper, magazine, ...
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w; = 0.6 w, = 0.4
Word Topic 1: “sports” | Topic 2: “science”
team 0.5 0.05
game 0.35 0.1
experiment 0.1 0.5
data 0.05 0.35
[ 0.5 [0.05]
", = 0.35 1, = 0.1
0.1 0.5
10.05. 10.35.




Detour: Topic Model

A concrete example

Documents with explicit topics
e.g., newspaper, magazine, ...

Generation:
Pr[x; = "game", x,
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bag-of-words

"data"|Topic 1] = 0.35 - 0.05

w; = 0.6 w, = 0.4
Word Topic 2: “science”
team 0.5 0.05
0.35 0.1
experiment 0.1 0.5
0.05 0.35
[ 0.5 [0.05]
_10.35 _10.1
M= 101 H2= 105
- 10.05 10.35.




Detour: Topic Model

Real-world documents are mixtures of topics

Generator

Sample a convex combination
of wy, ..., Uy
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Documents

Shakespeare’s Othello

RODERIGO: Tush, never tell me, I take it much unkindly «—

That thou, Iago, who hast had my purse\
As if the strings were thine, should know of this.

TAGO: ‘Sblood, but you’ll not hear me. If ever I did dream

Of such a matter, abhor m&.

RODERIGO: Thou told’st me

Thou didst hold him in thy hate. ¢—

IAGO: Despise e

If I do not. Three great ones of the city,

In personal suit to make me his lieutenant, ¢«———
Off-capped to him; and, by the faith of man,

I know my price, Tamw 2

But he, as loving his own pride and pur 5

Evades them with a bombast circumstance,

HorriblyMed with epithets of war

And in conclusion,

Nonsuits my mediators. For "Certes," says he,

"I have already chose my officer."

And what was he? \
Forsooth, a great arithmetician,

One Michael Cassio, a Florentine,

A fellow almost damned ﬂTa’fm’/'
That never set a squadron#+-the field, ————————————————

Nor the division of a battle knows
H—\_\_

negative 0.04 money 0.04 military
Topics hate 0.02 worth 0.02 conflict

bad 0.01 purse 0.01 officer

Topic proportions
and assignments

N\ /2

0.04
0.02
0.02



Two Canonical Examples

(spherical) Mixture of Gaussians

k means: uy, ..., u, € R?

- Sample cluster i € [k] with probability w;

- Observe x, with spherical noise,

X=p;+1, n~ N(0,071)

- Dataset: multiple points
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How to learn the parameters u., ...

(single) Topic Model
-k topics: uq, ..., Uy
- Sample topic i € [k] with probability w;

- Observe m (exchangeable) words

X1, X2, s Xm ~iid. Hi

- Dataset: multiple m-word documents

, Uy, Wi, ..., W (and ¢{)?



Limits of Learning

Information-theoretical lower bound:

- Moitra-Valiant ’11: need exponential in k many samples to learn a GMM with kK components, even in 1-d

Fun fact: A discrete Gaussian mixture is almost Gaussian

Let ¢p(x) = \/%e‘xz/z. Then

1 _ .
Zz ¢(l/k) . N(l/k, 1) ze_ﬂ(kz) N(O,Z)

LEZ

okt
_3

Computational lower bound:

- Arora-Ge-Moitra '12: computing the maximum likelihood estimation for learning the parameter of a
topic model, more specifically, a Latent Dirichlet Allocation (LDA) model, is NP-hard

October 20, 2026 9



Limits of Learning

Information-theoretical lower bound:

- Moitra-Valiant '11: need exponential in k many samples to learn a GMM with kK components, even in 1-d

Computational lower bound:

- Arora-Ge-Moitra "12: computing the maximum likelihood estimation for learning the parameter of a
topic model, more specifically, a Latent Dirichlet Allocation (LDA) model, is NP-hard

Are there statistically and computationally efficient methods?

« Under what assumptions and models?

- How general?
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Method of moments

A simple approach based on linear algebra
- For non-convex problems

- Extensions to richer settings
LDA, Hidden Markov model (HMM), etc.

« In high dimensions, GMMs and topic models can be efficiently learnable

« Pearson’s crab data (1894)

October 20, 2026 o (1857-1936)



The Method of Moments

GMM moments:
Elx], E[xx'], Ex®xQx]

Topic model moments:

Pr[xl] ) Pr[xl,xz] , Pr(xq, x5, x3],
These moment data can be estimated from observed data

Identifiability problem: with exact moments, which order suffices?

Can we design efficient algorithms?

Kronecker product
For A € R™" B € RP*4,
(AQ® B)ik,je = AijBie
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The Method of Moments

Setups
There are k clusters/topics and d dimensions/words. d > k
For GMMs,
x=p;+1n, n~5N(0,071)
E[x|cluster i] = u;
- For topic models,

Use one-hot encoding forwords: x; = [0 1 0
The u;’s are probability vectors

Pr[x,|topic i] = E[x,]|topici] = u;

October 20, 2026 13



The Method of Moments

First moment

GMM Topic model
” K
E[x] = 2 W; Prlx;] = 2 Wil
i=1 i=1

Not identifiable: d nums, dk + k vars
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The Method of Moments

Second moment

GMM Topic model
Elx ® x] = E[(u; + 1) & (u; + )] By exchangeability,
= Elp; @ ] + Eln @ n Pr[x{, x,] = E[[E[xlltopic] X [E[letopic]]
k
k
— U . 2
—;wml@uﬁal =;u1®u1

A full-rank matrix A low-rank matrix!

Still not identifiable
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The Method of Moments

Second moment

Topic model

k
Prixq, x,] = z wil; Q I;
i=1

Model A:wy =1/3,u4 = ;;2 andw, =2/3,p; = i;g
'1/3] (5/6]
wy =2/3, 1, = 2§3 andw, =1/3,u, = 1;6

Prix,] = E; ; Prlx;,x,] = 171//3366 171//3366
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Detour: the Rotation Problem

Factor analysis is a statistical method, pioneered by Charles Spearman, that explains observed correlations
among many variables by modeling them as combinations of a few underlying latent factors

Suppose a psychologist has the hypothesis that there are two kinds of intelligence,
“verbal” and “mathematical”.

m tests k = 2 axes
JALE A,
— X
Y
(0.4,0.5)
n students M ~ U

(1.7,1.3) Charles Spearman
(1863-1945)
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Detour: the Rotation Problem

Factor analysis is a statistical method, pioneered by Charles Spearman, that explains observed correlations
among many variables by modeling them as combinations of a few underlying latent factors.

Suppose a psychologist has the hypothesis that there are two kinds of intelligence,

“verbal” and “mathematical”.
(%1
8 h

m tests k = 2 axes

n students M

2

Charles Spearman
(1863-1945)
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Detour: the Rotation Problem

Factor analysis is a statistical method, pioneered by Charles Spearman, that explains observed correlations
among many variables by modeling them as combinations of a few underlying latent factors.

Suppose a psychologist has the hypothesis that there are two kinds of intelligence,

“verbal” and “mathematical”.
v M
(%)

m tests k = 2 axes

n students M ~ [

Charles Spearman
(1863-1945)
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Detour: the Rotation Problem

Factor analysis is a statistical method, pioneered by Charles Spearman, that explains observed correlations
among many variables by modeling them as combinations of a few underlying latent factors.

Suppose a psychologist has the hypothesis that there are two kinds of intelligence,
“verbal” and “mathematical”.

M=UVT = z u;v;
{€TK]

The rotation problem: this factorization is not unique

- LetU « UO,V « VO, where 0 € R**¥ is any orthogonal matrix

Charles Spearman
- VT =vuo00"VvT =pvT (1863-1945)
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Detour: the Rotation Problem

Factor analysis is a statistical method, pioneered by Charles Spearman, that explains observed correlations
among many variables by modeling them as combinations of a few underlying latent factors.

Suppose a psychologist has the hypothesis that there are two kinds of intelligence,
“verbal” and “mathematical”.

M=UVT = z u;v;
{€TK]

The rotation problem: this factorization is not unique

-+ Unless we put some additional assumptions, such as rank(M) = 1,

{uy} and {v} } are orthogonal, {u;, vx } only have non-negative entries... Charles Spearman
¥ ¥ ook (1863-1945)
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The Method of Moments

Third moment (d X d X d tensor)

Topic model

k
Prixq, x,] = z wil; Q I;
i=1
k
Prlxy,x;,x3] = z Wil Q i Q U

i=1

0(d?3) nums, dk + k vars. Possibly identifiable?
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The Method of Moments

Third moment (d X d X d tensor)

Topic model

PI‘ xl: xz z Willi X i

M;r

rlxy, xz, x3] wil; Q w;  p;
i=1
1/6 2/3] Prix; = x, = x3 = 1] = 43/216
Model A:wy; =1/3,uy = 5/6 andw, =2/3,u, = 1/3 AlX1 =X = X3 = 1] =

(1/3] (5/6]
wy =2/3,u = 2;3 andw, =1/3,u, = 1;6
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Detour: Tensor and Linear Algebra

- Arank one, third-order tensor T is the tensor product of three vectors u € R™1, v € R™2 and w € R"3,

and its entries are
Tijk = U;VjWy, i € [ny],] € [n2], k € [n3]
We denote it as

T=u@QvRw

- The rank of a third-order tensor T is the smallest integer r so that we can write

r
T = z 1 ® v @ wd
i=1

N3

n,;

ny

This decomposition is often called a CP decomposition or CANDECOMP/PARFAC decomposition

U

Rank-one
tensor

Rank-one
tensor

October 20, 2026 24

Rank-one
tensor




Detour: Tensor and Linear Algebra

We can view tensor T as a stacked collection of n,-by-n, matrices:

T(,:,1),TG,:,2),..TCG,:,n3)

Claim 1. If rank(T) < r, then for all a € [n4], rank(T(: S a)) <r.

Proof.

r r

T = z 1D Qv @wD = T(,: q) = 2 w (u® @ v®)
. 1 \ J

=1 =

rank-1 matrix
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Detour: Tensor and Linear Algebra

We can view tensor T as a stacked collection of n,-by-n, matrices:

T(,:,1),TG,:,2),..TCG,:,n3)

Claim 1. If rank(T) < r, then for all a € [n4], rank(T(: S a)) <r.

Claim 2. Consider atensor T = Zleu(i) R v @ w), Then, foralla € [n3;], we have

colspan(T(:,:,a)) € span({u¥})

rowspan(T(:,:,a)) € span({v("})

October 20, 2026 26



Detour: Tensor and Linear Algebra

Matrix: single “view” of {u(V} and {v¥}

wovwal

Tensor: multiple “views”

high Andeﬁ View /\/\@

@
ik
% e =

|
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Detour: The Trouble with Tensors

Many features of matrices that we take for granted simply do not hold for tensors
For a matrix M, rank(M) = dim(colspan(M)) = dim(rowspan(M))

For a tensor, the dimension of the span of its columns may not equal to the dimension of the span of its
rows

> Consider a tensor T of size (ny,ny,n3) = (k?,k, k) such that {T(i,:,: )}ie[kz] are the columns of the
k? x k? identity matrix

> Then, dim(span{T(1,:,:), ..., T(k?:,:)}) = k?

» However, dim(span{T(:,1,:),...,T(,k,:)}) <k
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Detour: The Trouble with Tensors

Many features of matrices that we take for granted simply do not hold for tensors
The rank of a matrix will not change if we move from R to C

Tensor rank depends on the field

> Consider the following tensor

_ 1 1

r=[} % [0 =gt e el et e[
> ranke(T) = 2
> rankg(T) =3
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Detour: The Trouble with Tensors

Many features of matrices that we take for granted simply do not hold for tensors

If a matrix has rank r, then there is a limit of how well any rank v’ < r matrix can approximate it (Eckart—
Young—Mlirsky theorem)

There are tensors of rank 3, but which are arbitrarily close to tensors of rank 2

. S
"1 1/n] ll/n 11//:” ll/n] ll/n](g)m 0]®[0]®m

The border rank of T is the smallest number r such that Ve > 0, 3T’ of rank < r such that T is entry-
wise € closeto T

> Consider the following tensor

October 20, 2026 30



Detour: The Trouble with Tensors

Computationally, basic linear algebraic primitives are intractable for tensors.

« Hillar-Lim ’13: Most tensor problems are NP-hard

October 20, 2026

Eigenvalue over R

NP-hard (Theorem 1.3)

Approximating Eigenvector over R

NP-hard (Theorem 1.5)

Symmetric Eigenvalue over R

NP-hard (Theorem 9.3)

Approximating Symmetric Eigenvalue over R

NP-hard (Theorem 9.6)

Singular Value over R, C

NP-hard (Theorem 1.7)

Symmetric Singular Value over R

NP-hard (Theorem 10.2)

Approximating Singular Vector over R, C

NP-hard (Theorem 6.3)

Spectral Norm over R

NP-hard (Theorem 1.10)

Symmetric Spectral Norm over R

NP-hard (Theorem 10.2)

Approximating Spectral Norm over R

NP-hard (Theorem 1.11)

Nonnegative Definiteness

NP-hard (Theorem 11.2)

Best Rank-1 Approximation

NP-hard (Theorem 1.13)

Best Symmetric Rank-1 Approximation

NP-hard (Theorem 10.2)

Rank over R or C

31

NP-hard (Theorem 8.2)



Tensor Decomposition

Given a tensor T € R™*"2%X"3 gych that

r

T:zﬁm®vm®wm

i=1
Our goal is to recover the set of factors {(u(i), v(i), w(i))}.
i€[r]
There are some symmetries in this decomposition

. {(u(i), v®), w(i))} and {(t’i(i), 708 W(i))} are equivalent if there exists a permutation  : [r] = [r] such
that

1 @O @wd =a® @O WD, vielr]

When are the factors of T determined up to equivalence?
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Tensor Decomposition

Theorem (Harshman, Jennrich ’70). Suppose the following conditions hold:
1) {u;} arelinearly independent
2)  {v;} arelinearly independent

3) nz = 2andno two w;, w; are collinear

Then the factors are uniquely determined up to equivalence, and there is a polynomial time
algorithm to find them
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Tensor decomposition: Jennrich’s algorithm

1. Choose a, b € R™ uniformly random unit vectors

2.  Set

T(a) = z a;T(:,:,i) and T(b) = z b;T(:,:,i) tensor contraction

i€[ns] i€[ns]
3. Computed =T(a)T(b) 'andB = (T(a)‘lT(b))T
2. Letu®, ..., u™ pe eigenvectors of A with eigenvalues 14, ..., 1,
5. Let v, ..., (") be eigenvectors of B with eigenvalues y P

6. Solve linear system to recover w(l), . w().

r
T — Z 1 ® v® @ wd
=1
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Tensor decomposition: Jennrich’s algorithm

Let U € R™*" and VV € R™*" be the matrices with columns {u(¥} and {v(V}
Let D4, D, € R™™" be diagonal matrices with entries (a, w(i)) and (b, w(i))

Lemma. We have that
T(a) = UDaVT, T(b) = UDbVT

Proof.
T(a) = z TG, Q) = z o Z(u(f)éi)v(j))(w(f))i
i€Tn3) i€fns]  jelr]
_ z u® @ v (a, wh)
jeTr]

= UD,VT
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Tensor decomposition: Jennrich’s algorithm

Let U € R™*" and VV € R™*" be the matrices with columns {u(¥} and {v(V}
Let D4, D, € R™™" be diagonal matrices with entries (a, w(i)) and (b, w(i))

Lemma. We have that
T(a) = UDaVT, T(b) = UDbVT

Consider the following generalized eigenvalue problem:
T(a)v = 1,T(b)v, UD,VTv =A,UD,V v

. {v(i)} are eigenvectors, suppose they are orthonormal. Then,
UDaVTU(i) — UDaei — (Cl, W(i)>Uei — (a’ W(l)>u(l)
UDbVTU(i) — UDbei — (b' W(i)>Uei — (b' W(O)u(‘)

T(a)v® = L, T(b)v®, A =
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Tensor decomposition: Jennrich’s algorithm

Let U € R™*" and V € R™*" be the matrices with columns {u(i)} and {v(i)}

Let D4, D, € R™™" be diagonal matrices with entries (a, w(i)) and (b, w(i))

(b, )
(a,w)

If all A; are distinct, then solving this generalized eigenvalue problem can uniquely recover the

T(a)v® = A, T(b)v®, A =

generalized eigenvectors {v(i)} (up to a rescaling)
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Tensor decomposition: Jennrich’s algorithm

Lemma. Almost surely, the columns of U and I/ are the unique eigenvectors corresponding to non-zero

.
eigenvalues of T(a)T(b)~! and (T(a)_lT(b)) respectively. Moreover, the eigenvalue corresponding to
u® js the reciprocal of the eigenvalue corresponding to p®

Proof.
Using the formula for T (a) and T(b), we have
T(@)T(b) "t =UD,VT(UD,V)t=UD,VT(V) D, *U™t =UD,D, U1
(T(a)—lT(b)) = ((VT)—lpglu—lUvaT) = ((VT)—lpglprT) =VD,D; V1
The diagonal entries of DDy " is (@, wV) /(b, wV)

Since every pair of vectors in {w(‘)} are not collinear and a, b are random vectors, almost surely all
diagonal entries are non-zero and distinct

Thus, {u(i)} and {v(i)} are unique eigenvectors, and they are matched by reciprocal eigenvalues
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Tensor decomposition: Jennrich’s algorithm

To recover w, we solve a linear system: )
T = Z 1® @ v® @ w
i=1
The ground-truth {W(i)} is a solution
We need to show that this is the only solution

Observe that this big linear system can be decomposed as n; independent smaller linear systems:

A
TC,: a) = z u® @ vOw®  qeny]
=1
_Wc(ll)_
[u(l) ® v(l) ces u(r) ® v(r)] = T( )i a)
W(‘r)
L Wa |
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Tensor decomposition: Jennrich’s algorithm

Lemma. {u(i) X v(i)}ie[r] are linearly independent

Proof.

Suppose there exists not all zero a4, ..., a,- such that

r

2 au® @ v =0

i=1
Wilog, assume a; # 0. Since {v(i)} are linearly independent, we can find a € R"2 such that
(av®M) =0, (av¥P)=0 Vviz1

r
0= z au @ (a,v?) = q;u®(a,vV)

=1

This is a contradiction since RHS #= 0
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The Method of Moments

Third moment (d X d X d tensor)

Topic model

Pr| x1; xz z wil; @ p;

Prlxy, x,, x3] wil; Q p; Q H;

M;r

Form the tensor T € [R@*dxd

Run Jennrich’s algorithm to recover w; and u;
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The Method of Moments

Third moment (d X d X d tensor)

GMM

Elx @ x @ x] = E[(u; + 1) @ (; + 1) & (i +m)]
k
=Zwiﬂ?3
i=1
k d
zWiJZZMi®ea®ea+ea®ea®ﬂi+ea®”i®ea

=1 a=1

_|_

zwiu‘?3=IE x®3—azzx@)ea®ea+ea®ea®x+ea®x®ea

=1 i a=1

October 20, 2026 42



The Method of Moments

Third moment (d X d X d tensor)

GMM
k
Elx®x]= ) wiu; Q u; + 0?1
2,

Let m = E[x]
The covariance matrix of x is

k
Cov(x) = B[(x - m)(x = m)T] = > wi(pty —m)(aty = m)T + 021

Li=1 )

1
Thus, Amin(Cov(x)) = o2 20, rank <k —1
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The Method of Moments

If the 67 are different,

k k
E[x @ x] =zwiui®ui+321, i =zwiai2
i=1

i=1

k
Cov®) = El(x —m)(x =m)] = ) wi(p = m)(; —m)T +5°1
i=1

Let v be the smallest eigenvector of Cov(x) with ||v| =1

Then, (v, u; — m) = 0 for every i € [k]. We have
E[x(v, x — m)?|i] = E[(u; + o;m){(v, u; + o — m)?|i] = E[(u; + ;1) (v, o;m)?|i]
= of WE[vTImv|i] = o/

k
E[x(v,x — m)?] = z w;GF I,
i=1
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The Method of Moments

k
M, = E[x{v,x — m)?] = 2 w;E[x{v, x — m)?|i] = Z w;oF I,
i=1 | =
k
My = Elx @] =31 = ) wip ® b
=1

k
Ms ==E[x®3]—le®ea®ea+ea®ea®Ml+ea®Ml®ea=2wmg®3
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Jennrich’s Algorithm

Theorem. Let T = Y7_, u® ® v @ wl®) € R™1*"2XMs yjth ||w(i)|| = 1. Suppose

U= [u®,u®, . ul] e R"* s full rank and has condition number k(U) := Zma—xgg =

V= :v(l),v(z), ...,v(’”)] € R™*" js full rank and has condition number k(V) < k
|lw® £ w)|| > 6 foranyi # j € [r]

let T =T + E € R™MX"2XN3 yyith
ellT ||z
poly(k,n,6-1,n=1)’

”E”max < n = max{nl, nj, n3}

Then, Jennrich's algorithm can output {(ﬁ(i),ﬁ(i), ﬁ'/(i))}ie[r] such that with probability 1 — n,

”ﬁ(i) ® 70 Q@ w® — u(*®) & p(®) @ wr®)

for some permutation

| <elTlr,  vielk]
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